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[0 Adam (Adaptive Moment Estimation)
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O £&E&EERm
B AESEET, AEENE—MENMANEEBE LR
B FAENE: YHMARMBLEEERS, NSHMERA

32x32x3 image -> stretch to 3072 x 1

input activation
) Wax )
1] U——>1O 00 100 [
3072 X 10
weights

1 number:

the result of taking a dot product
between a row of W and the input
(a 3072-dimensional dot product)

Slide credit: Stanford CS 231n
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O EHERREF (local receptive field)
O #EHXZ (weight sharing)

FULLY CONNECTED NEURAL NET LOCALLY CONNECTED NEURAL NET

Example: 1000x1000 image
~ IM hidden units
== 10°12 parametersl!!

= @
E Example: 1000x1000 image
O IM hidden units
o Filter size: 10x10
100M parameters
-
.
.
- Spatial correlation is local
- Better to put resources elsewhere! Ranz/

LOCALLY CONNECTED NEURAL NET

STATIONARITY? Statistics is
similar at different locations

Example: 1000x1000 image

1M hidden units

Filter size: 10x10 E.g.: 1000x1000 image

100M parameters 100 Filters
Filter size: 10x10
10K parameters
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O &RE
32x32x3 1mage

5x5x3 filter

32 [/
II Convolvethe filter with the image
1.e. “slide over the image spatially,
computing dot products”

32

Slide credit: Stanford CS 231n
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O &=

«—  32x32x3 image

5x5x3 filter w
P

¥~ 1 number:
the result of taking a dot product between the filter
and a small 5x5x3 chunk of the image

32 (i.e. 5*5*3 = 75-dimensional dot product + bias)

wliz+b

Slide credit: Stanford CS 231n
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O &=

«—  32x32x3 mmage

5x5x3 filter /
P
28
>@ >

convolve (slide) over all spatial

locations
32 28

Translation Invariance!

Slide credit: Stanford CS 231n
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O &=

ZREBEINIRERSR (FE)

- 32x32x3 image activation maps

5x5x3 filter %
|
28
>@ >

convolve (slide) over all spatial

locations
32 / 28

Slide credit: Stanford CS 231n
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O EHE
R BATE A SxSHIREHZE, N AT LS BI6 N R [E I KL [

activation maps

32

28

Convolution Layer

32 28

LN NN NN

3 6

We stack these up to get a “new image” of size 28x28x6!

Number of parameters: F>?CK and K biases

Slide credit: Stanford CS 231n
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O EFRERE
7X7 input (spatially)
assume 3x3 filter

Hstride9l, A Mpaddingfs, SF|v vAYfeature map

Output size: (N+2P-F) / stride + 1

Slide credit: Stanford CS 231n



£
=
N
N—
mie
e
HD

Bit=)

N
/

[ZR= (

7

O

N M — | N
™M | AN — | <
A A
o
c
(@)} =
(e (@]
= o
@] o
S O
(@))]
x ©
© —
S (O]
>
<
N || N | A N || N |
O|d]O | ™M O|ld | N M
OIM|AN | O OIM|AN| O
—A | O |O | N — | O | O | AN




BT M 2%

0 S£45): LeNet-5
Gradient-based learning applied to document recognition
[LeCun, Bottou, Bengio, Haffner 1998]

C3: f. maps 16@10x10
C1: feature maps S4: f. maps 16@5x5

INPUT
s 6@28x28

S2: f. maps
6@14x14

‘ ‘ Full coanection ‘ Gaussian connections
Convolutions Subsampling Convolutions  Subsampling Full connection

S5MESEHHERHEMELEIIANE, LeNet-SH TN RFEEFZAMLESE
W, MELEc cBBEOF4NMaNEm, EA—NIZGSE, B
E— P& RE, WS RIES sigmoidEUE

* Y. LeCun, L. Bottou, Y. Bengio, and P. Haffner, “Gradient-based learning applied to document recognition”. In
Proceedings of the IEEE, 86(11):2278-2324, 1998.
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(RNN, Transformers)
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B AlexNet

B VGGNet
B GoogleNet
B ResNet

B MobileNet
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ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners

£30 282
(a7 152 layers| |152 layers| |152 layers
:5 25
w
/20
’g) 16.4
o
o 15
— 11.7  [191ayers| |22 layers
10

0

2010 2011 2012 2013 2014 2014 2015 2016 2017 Human

Lin et al Sanchez & | Krizhevsky et al | Zeiler & Simonyan & Szegedy et al He et al Shao et al Hu et al Russakovsky et al
Perronnin (AlexNet) Fergus  Zisserman (VGG) (GooglLeNet) (ResNet) (SENet)




AlexNet

1 AlexNet
B H)X7EImageNettb T E AR E ETRHEZ W4
B SIAM—LREAREIMRERBENE G TT—EIGH

v RelLU
v" Data Augmentation
v" Dropout

Architecture:
CONV1
MAX POOL1
NORM1
CONV2 \
MAX POOL2 5
NORM?2 '
CONV3 224 ‘
CONV4 N |
CONV5 L N
Max POOL3 w
224 <

178 2048 7048 \dense

dense | [dense]

1000

128 Max
Max 128 Max pooling
pooling pooling

2048 2048

* A. Krizhevsky, I. Sutskever, and G. Hinton, “ImageNet classification with deep convolutional neural networks”. In
NeurlIPS, 2012.



AlexNet

O AlexNeti¥fZA= 2

o 1 H - Xﬁ—:'"- f_ dense
Tz (¥ :_" x EH
— ﬁ? ’;].' !c_ F\
. _:'_,T'E'T'"' 11 ks dense |  [densy
Full (simplified) AlexNet architecture: N . TR .
[227x227x3] INPUT af4

43

[65x55x96] CONV1: 96 11x11 filters at stride 4, pad 0
[27x27x96] MAX POOL1: 3x3 filters at stride 2
[27x27x96] NORM1: Normalization layer

[27x27x256] CONV2: 256 5x5 filters at stride 1, pad 2
[13x13x256] MAX POOLZ2: 3x3 filters at stride 2
[13x13x256] NORM2: Normalization layer
[13x13x384] CONV3: 384 3x3 filters at stride 1, pad 1
[13x13x384] CONV4: 384 3x3 filters at stride 1, pad 1
[13x13x256] CONV5: 256 3x3 filters at stride 1, pad 1
[6x6x256] MAX POOL3: 3x3 filters at stride 2 _ L2 weiaht decav 5e-4
[4096] ~CC: 4096 neurons g y _ o 0
[4096] FC7" 4096 neurons - 7 CNN ensemble: 18.2% -> 15.4%

[1 OUD] F f_ tl ! 1000 neurons (CIESS Scnres) Figure copyright Alex Krizhevsky, llya Sutskever, and Geoffrey Hinton, 2012. Reproduced with permission.

Details/Retrospectives:

- first use of ReLU

- used Norm layers (not common anymore)
- heavy data augmentation

- dropout 0.5

- batch size 128

- SGD Momentum 0.9

- Learning rate 1e-2, reduced by 10
manually when val accuracy plateaus
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https://www.google.com.hk/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwi5zo2bs-TTAhUJkJQKHVA9DPYQjRwIBw&url=https://groups.google.com/d/topic/caffe-users/cUD3IF5NMOk&psig=AFQjCNGvS2yIGmrdQEWvIdf2yECihZnU-A&ust=1494473873410703

AlexNet

O AlexNet i FH iy = 3] SR B
B Weight decay

oL) O0)

=0 0
C

B Data augmentation 2F RN
E E,\J . j:}‘_ﬁi)”g/#\ *i ZIK }i (a) Standard Neural Net (b) After applying dropout.
7k IKFEREE, cropEHER4 X 15

B Dropout
Hey: fplbdlE, HATHERREMNEZNAS
A ERRNGHIERT, RSEESBIHET



AlexNet & 25 1) p i3t

O AlexNetii#HEE 5 [T]
B ER: HEMMSHER
B EE: BNE—RMENAERET

[0 ZFNet: {iHAlexNet&tgE %]

B ZAlexNethE—Np p p p strideNARNETRE, AKX
X, strideJ2H9EFRE
B J¥Conv3,4,5Fchannel#& 1 %/512,1024,512

Input Image

image size 224 110 26 13 13 13 _ "
filter size 7 | ¢ 3 1 3
1 L384 V1 w384 256
,\2‘56 '\ \
stride 2 96  3x3 max 3x3 max C
x3 max ntras pool| | contrast pool 4096 4096 class
v e tride 2| | nom. stride 2 units| | units| | softmax
e @13 6 256
‘<56 L L

Layer 2 Layer 3 Layer 4 Layer 5 Layer6 Layer7 Output



ZFNet

O BSHAEAESR LSE] TEHERMRIR

0 282 ZFNet: Improved
hyperparameters over 152 layers| (152 layers| [152 layers
AlexNet \ N N R
16.4

11.7 |19 layers| |22 layers,
7.3 6.7 s

2010 2011 2012 2013 2014 2014 2015 2016 2017 Human

Lin et al Sanchez &  Krizhevsky et al| Zeiler & Simonyan &  Szegedy et al He et al Shao et al Hu et al Russakovsky et al
Perronnin (AlexNet) Fergus  |Zisserman (VGG) (GooglLeNet) (ResNet) (SENet)










VGGNet

0 =ETmE —
l FC 1000 |
220 427 [ Softmax ] | ]
m = IJ ' E,J %i’ ‘1:& [ FCf: o1 | Eg 1222 ]
" RO Cem) ==
| Pool ] | onv, 512 |
| 3x3conv, 5 | [ nv, 512 |
I 33conv, 512 | | onv, 512 |
D 5 AI eX N et E,\J % jg'l- | 3x3conv,512 | | Pool |
. | Pool | | - onv, 512 |
B MSETH16-19FE — ]
. N [__Fciooo___ ] l 512 ] [3x8conv,512 |
. %*ﬂ}%j{d\i,ﬂjgc G, | FC 4096 | l 512 | | S8x3conv, 512 |
. . l 4 ] l ool | | ool ]
Stl’ldeié] j~] 1 [ FCpo:?ﬁ ] [ P ] [ P. ]
o7 44 | 3x3conv, 256 | I 3x3conv 5| K on\ 5
- —Fﬁ(*EEFH c c E,‘J | 3x3conv, 384 | | Pool | Pool |
. l ool | | 3x3conv, 128 | [ on\ |
max pooling i o] oo
l Pool | l Pool | | Pool |
[ 5%5 conv, 256 ] I oo ] [ 1
[ 1ixi11conv, 96 | | on ] | ]
| Input | | Input ] | Input |

AlexNet VGG16 VGG19

» K. Simonyan and A. Zisserman, “Very Deep Convolutional Networks for Large-Scale Image Recognition”. In
ICLR, 2015.



VGGNet

O AftaERENNERE
B RAZEOFNM
v 3 strideAlN0 oMIEFREX N AVERFZE, FHT 11X
XX NERE

B FYRTEFENEATELHSH (RiZmAFH L AIchannel
HMEHIHL)
v 3170 OoMEREMEHE: 0 0 (X
VAN XHIEREHESHE: p X T W

B RGNS E DRI EE R EFRRHERIZAIEE S



VGGNet

[0 VGGNetfI &M f (DFERAER)

ConvNet Configuration

A A-LRN B C D E
11 weight | 11 weight | 13 weight | 16 weight | 16 weight | 19 weight
layers layers layers layers layers layers
mput (224 x 224 RGB 1umage)

conv3-64 conv3-64 conv3-64 conv3-64 conv3-64 conv3-64
LRN conv3-64 conv3-64 conv3-64 conv3-64

maxpool
conv3-128 | conv3-128 | conv3-128 | conv3-128 | conv3-128 | conv3-128
conv3-128 | conv3-128 | conv3-128 | conv3-128

maxpool
conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256
conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256
convl-256 | conv3-256 | conv3-256
conv3-256

maxpool
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
convl-512 | conv3-512 | conv3-512
conv3-512

maxpool
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
convl-512 | conv3-512 | conv3-512
conv3-512

maxpool

FC-4096

FC-4096

FC-1000

soft-max




GooglLeNet

ERUOMELEA, B HRCE
B F22F, mFETAlexNet

B Inception module (network within a network)
v AREXNMETREMM R FinceptionE B ZF AR Z 5

Inception module

B XEEEEER, MESHEsEAlexNet/N 125

GooglLeNet, VGGNet, AlexNetfyXttbit ARZINE], ML
HNZEI NI _EERRTSHNZ D, MENEEIRE

C. Szegedy, et al., “Going deeper with convolutions”. In CVPR, 2015.



GooglLeNet

O Inception modulefr#Ip  pEFRSbottleneck
B HEEREATEHELAENEHESHE T KRENITHEE

B Inception moduleRYSEPRSEINAH, SLl@idp pHIRFH TR,
=BERURZ ﬂ@i’"@]’ﬁ’]%i 1%, FHRERBHERE—&

B XHEFRBEERFREHRHITIRIE, BLEREEREENSAEIFR
JFbottleneck

Naive Inception module
Inception module with dimension reduction



GooglLeNet

[1 Auxiliary classification head
B WNELEHXRERKEELUSEIARIIEZ, BEmA

auxiliary classification head4g ##3iX /| [a] g

Full GoogLeNet
architecture

i ﬁL K

i i U”ﬂﬂﬂ |
~

Auxiliary classification outputs to inject additional gradient at lower layers
(AvgPool-1x1Conv-FC-FC-Softmax)




VGGNet5GoogLeNetf 14 g€

30

28.2
25.8 Deeper Networks 152 layers| |152 layers| [152 layers
25
\ A O A
20
16.4
15 I
11.7 1119 layers| |22 layers|
10
7.3 6.7
5 8l 8l 3.6 =
ayers ayers "
| shalow vers | I = 3 23 -
. - H =
2010 2011 2012 2013 2014 2014 2015 2016 2017 Human
Lin et al Sanchez &  Krizhevsky etal  Zeiler & Simonyan &  Szegedy et al He et al Shao et al Hu et al Russakovsky et al
Perronnin (AlexNet) Fergus  |Zisserman (VGG) (GoogleNet) (ResNet) (SENet)




ResNet

1 Motivation

B Simply stacking more
layers leads to higher
training error

B Not all systems are
similarly easy to optimize X

20-layer

test error (%)

56-layer

training error (%)

20-layer

? 3 1 5 s o 1 E 3 1
iter. (le4) iter. (led)

A 4

. weight layer
B Hypothesis F(x) relu
N . - . \ X
It IS easler to optimize weight layer identity

the residual mapping Fx) + x
than to optimize the
original, unreferenced
mapping. y = F(x,{Wi}) +x.

y = F(x, {W;}) + Wx.

* Kaiming He, Xiangyu Zhang, Shaoqing Ren, and Jian Sun. “Deep Residual Learning for Image Recognition”. In
CVPR, 2016.



ResNet

B
I3

0 Plain net 5 ResNet
B ResNetB#{RGEEEF _ =
B EFRERZEMA “shortcur @ PANNet =

X

i

w
Ll =

w
o

AREHAEREARRBERHAE R
o 7 e E e E {2

o

FRECIRCIREIRES

@
B

FENF | I

A 4

weight layer

]—"(X) "relu

X

Bl v

Bl 1EL B E] (&

weight layer

identity -
F(x)+x ——

B frstemcell (x x&EH) MY
XHo oEHE

B FIFHERNTIE PR,
filter f 4 = &5 o

VR (E )R] R (E R R (RS |E R

BB




ResNet

0 ResNetA[a)RE B 4& 2544

layer name | output size 18-layer 34-layer 50-layer 101-layer 152-layer
convl 112x112 Tx7T, 64, stride 2
3% 3 max pool, stride 2
1x1,64 ] 1x1,64 ] 1x1.64 ]
sonv?2 56%5 4 / * ,
comvZX | 96x36 { :x: Zj }x_ [ :ngj ]x3 3x3.64 | x3 3x3.64 | x3 3x3.64 | x3
7 e | 1x1,256 | | 1x1,256 | | 1x1,256
- - . [ 1x1,128 ] [ 1x1,128 ] [ 1x1,128 ]
2 2 ’ ’
conv3x | 28x28 :22 :;g 2 :i: i;g w4 | | 3x3.128 | x4 3x3,128 | x4 3x3.128 | x8
Lo e L S 1T | 1x1,512 ] | 1x1,512 | | 1x1,512 |
- - - - [ 1x1,256 ] 1x1,256 1x1,256 ]
o) ») . £
conv4_x 14x14 :i: ;22 x2 zz‘: ;22 X6 3x3,256 | x6 3x3,256 | x23 3x3,25 | x36
L 275 2 S | 1x1,1024 | 1x1,1024 | 11,1024 |
- cim - - [ 1x1.512 ] 1x1,512 1x1,512
2 2 ’ i
covSx | Tx7 zngi; 2 ?(% Zi; <3| 3x3.512 | x3 | | 3x3.512 |x3 3x3.512 | x3
L2t LIS | 1x1,2048 | 1x1,2048 1x1,2048
1x1 average pool, 1000-d fc, softmax
FLOPs 1.8x10? 3.6x10° 3.8%x 107 7.6x10° 11.3x10?




ResNet

34-layer

A A S s
W,

W= —————m e m e ——————————— —— -
plain-18
==plain-34
200 10 2'0 3r0 4I0 SIO
iter. (led)

Error rates on ImageNet validation
method top-1 err. top-3 err.
VGG [41] (ILSVRC14) - 8.437
GoogleNet [44] (ILSVRC 14) - 7.89
VGG [41] (v5) 244 7.1
PReLU-net [13] 21.59 5.71
BN-inception [16] 21.99 5.81
ResNet-34 B 21.84 5.71
ResNet-34 C 21.53 5.60
ResNet-50 20.74 5.25
ResNet-101 19.87 4.60
ResNet-152 19.38 4.49

error (%)

ResNet-18 T AN A,
==ResNet-34 34-layer
2 O 1 | 1 I
0 10 20 30 40 50

iter. (led)

Error rates (%) of ensembles

method top-5 err. (test)
VGG [41] (ILSVRC'14) 7.32
GooglLeNet [44] (ILSVRC'14) 6.66

VGG [41] (v5) 6.8

PReL.U-net [13] 4.94
BN-inception [16] 4.82
ResNet (ILSVRC’15) 3.57
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[l Key idea
B Introduce direct connections from any layer to all subsequent
layers
1 The I-th layer receives the feature-maps of all preceding
layers
x; = Ho([x0,X1,..., X7—1])
X0, X15 .- X(—1]: the concatenation of

the feature-maps produced in layers

G. Huang, Z. Liu, L. Maaten, and K. Q. Weinberger. “Densely Connected Convolutional Networks”. In CVPR,
2017.



23

1% 4325 DenseNet

[0 Framework illustration: a deep DenseNet with three dense blocks

Input
Prediction
9 Dense Block 1 9 Dense Block 2 o Dense Block 3
s s s ‘horse”
DenseNet architectures for ImageNet
Layers Output Size | DenseNet-121(k = 32) | DenseNet-169(k = 32) | DenseNet-201(k = 32) | DenseNet-161(k = 48)
Convolution 112 x 112 7 % 7 conv, stride 2
Pooling 56 x 56 3 x 3 max pool, stride 2
Dense Block , [ 1 x 1 conv [ 1 x 1 conv | [ 1x1lconv | [ 1 % 1conv ]
56 x 56 6 6 6 6
(1) . | 3 x 3 conv . _3><3c0nv_>< _3><300nv_>< _3><300nv_><
Transition Layer 56 x 56 1 x 1 conv
(1) 28 x 28 2 x 2 average pool, stride 2
Dense Block [ 1 x 1 conv [ 1 1conv | [ 1% 1conv ] [ 1 x 1conv |
28 x 28 x 12 12 x 12 x 12
(2) | 3 x 3 conv _3><3c0nv_>< | 3 x 3conv | | 3 x 3 conv |
Transition Layer 28 x 28 1 % 1 conv
(2) 14 x 14 2 x 2 average pool, stride 2
Dense Block [ 1 % 1 conv [ 1 % 1 conv | [ 1% 1conv | [ 1 % 1conv ] .
14 x 14 24 32 48 36
(3) . | 3 % 3 conv x _3><3c0nv_>< _3><3(:0nv_>< _3><3<:0nv_><
Transition Layer 14 x 14 1 x 1 conv
(3 T x7 2 x 2 average pool, stride 2
Dense Block [ 1 x 1 conv [ 1 x 1conv | [ 1% 1conv | [ 1 x 1conv |
7 x7 x 16 32 x 32 x 24
4 | 3 x 3 conv _3><3conv_x | 3 x 3conv | | 3 x 3conv |
Classification I x1 7 x 7 global average pool
Layer 1000D fully-connected, softmax
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)
““nce gnd T

[1 Comparison with ResNet
S, HEERER, BREEHES
B SRTEERN N B fconcatenate VIR {EIEE BT F
B 2B GTFAER/DIEMNCcode baseRIF1E

275 T B 275

: i | —*—ResNets : : —a— ResNets
ResNet-34 —a—DenseNets-BC|| & ResNet-34 . |—#—DenseNets-BC |

N

o

w
T

5 3 5 255 ] :
5 o DengeNet=121
c c H :
g 24 5 ........... - g 24 5

g g

o 23 5L ARRENSENERIOR _ o 2351

225 Reshet “: Ny 225
- : esNet- : : :
i i DenseNet-161(k=48) © DenseNet-161(k=48)
215 i i i i 1 I 1 215 i i | I 1 1
0 1 2 3 4 5 6 7 8 05 075 1 125 15 175 2 225 25
#parameters % 10" #flops % 10"
16 T T T 16 T T T T J~6 T T T
DenseNet ResNet g — Test error: ResNet-1001 (10.2M) 1100
141 —  DenseNet-C | 14 DenseNet-BC | 14 L | — Test error: DenseNet-BC-100 (0.8M)
DenseNet-B T T ----- Training loss: ResNet-1001 (10.2M)
- DenseNet-BC || — 1 — 19l : 'fTralnlng loss: DenseNet-BC-100 (0.8M) |
3 12 : ‘ < 12 2 12 : . 1o @
= i g : ‘ = k]
2 10N 2 10L NN ) — =4
[ @ o =
Z 7 3 g
2 8- e 8 : i B T E e e 41072 =
3x fewer para
G- G e . 6
4 4 i i i i i i i 4 i i i i A 03
¢ 0 1 2 3 4 5 6 7 8 0 50 100 150 200 250 300
#parameters x10° #parameters %107 epoch



MobileNet

[0 Goal: efficiently trade off between latency and accuracy

B Build very small, low latency models that can be easily matched to
the design requirements for mobile and embedded vision
applications

[0 Depthwise Separable Convolution

e O

(a) Standard Convolution Filters % | g @
Dy @ @ @ @ Depthwise Convolutional Filters Pointwise Convolutional Filters

- M- Figure 2. Depthwise separable convolution.

(b) Depthwise Convolutional Filters

Dg-Dg-M-Dp-Dp+M-N-Dgp-Dp
Dg-Dg-M-N-Dp-Dp
1

1
— N — = EJFD—E(

(c) 1 x 1 Convolutional Filters called Pointwise Convolution in the con-
text of Depthwise Separable Convolution

Figure 1. Standard convolution vs separable convolution.



MobileNet

[1 Architecture

Table 1. MobileNet Body Architecture

Type / Stride Filter Shape Input Size
Conv /s2 3x3x3x32 224 x 224 x 3
Conv dw / sl 3x3x32dw 112 x 112 x 32
Conv /sl 1x1x32x64 112 x 112 x 32
Conv dw / s2 3 x3x64dw 112 x 112 x 64
Conv /sl 1 x1x64x128 56 x 56 x 64
Conv dw / sl 3x3x128dw 56 x 56 x 128
Conv /sl 1x1x128 x 128 56 x 56 x 128
Conv dw / s2 3 x3x 128 dw 56 x 56 x 128
Conv /sl 1 x1x128 x 256 28 x 28 x 128
Conv dw / sl 3 x 3 x 256 dw 28 x 28 x 256
Conv /sl 1 x 1 x 256 x 256 28 x 28 x 256
Conv dw / s2 3 x 3 x 256 dw 28 x 28 x 256
Conv /sl 1 x1x256x512 14 x 14 x 256

XCODVdWr’S] 3 X3 x512dw 14 x 14 x 512

Conv /sl 1x1x512x 512 14 x 14 x 512

Conv dw / s2 3 x3x512dw 14 x 14 x 512
Conv /sl 1x1x512x 1024 7x7Tx512
Conv dw / s2 3 x 3 x1024 dw 7T x7x1024
Conv /sl 1x1x1024 x1024 | 7x 7 x 1024
Avg Pool / sl Pool 7 x 7 7TxTx1024
FC /sl 1024 x 1000 1x1x1024
Softmax / sl Classifier 1 x 1 x 1000

| 3x3Conv | [3x3 Depthwise Conv |
R -
| ReLU | | ReLU |

T Conv

B

Rell

Figure 3. Left: Standard convolutional layer with
batchnorm and ReLU. Right: Depthwise Separable
convolutions with Depthwise and Pointwise layers
followed by batchnorm and ReLU.

Table 4. Depthwise Separable vs Full Convolution MobileNet

Model ImageNet Million Million
Accuracy Mult-Adds  Parameters
Conv MobileNet 71.7% 4866 29.3
MobileNet 70.6% 569 4.2




MobileNet

[0 Performance

Table 8. MobileNet Comparison to Popular Models

Model ImageNet Million Million
Accuracy Mult-Adds Parameters
1.0 MobileNet-224 70.6% 569 4.2
GoogleNet 69.8% 1550 6.8
VGG 16 71.5% 15300 138

Table 9. Smaller MobileNet Comparison to Popular Models

Model ImageNet Million Million
Accuracy Mult-Adds Parameters
0.50 MobileNet-160 60.2% 76 1.32
Squeezenet 57.5% 1700 1.25

AlexNet 57.2% 720 60
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RIS X 2%

[J Recurrent neural network (RNN)
B HiAe ohoBm E—1NF5
B RNNiEJIHLIEGNES

hy|= fW(ht—la wt)

y new state / old state input vector at

-

some time step

some function
with parameters W

yt & fWhy ( ht )
. output / new state
another function

with parameters W
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1 Vanilla RNN
B RNNHI—fmEENER, EE8 2EE T
B FERYE)ER
v BEEE TR EIRYE
>  RNNEREZEFEETRERSHMN
v KHEAK R
> ZBItEEHCRYBT 8] F IS EH B SR s
v OEFHIT

y he = fw(he—1, T¢)
|

hy = tanh(Wpphy_y + Wypzy)

Y = Why hy




RIS X 2%

0 Vanilla RNNBIITEE
B FHEAN, BMNMEENER




RIS X 2%

0 Vanilla RNNBJITEE
B FHEAN, FIHEmEE

Y Y Y3 Yy

A 3 A )

hO = fW = h1 > fW > h2 = fW = h3 > — hT
/ A A A
W x1 X2 X3

MESHO AR TRRIEREHLZR
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[J Seqguence to Sequence:
B Many-to-one + One-to-many

One to many: Produce output
sequence from single input vector

Many to one: Encode input

sequence in a single vector
Y1 yz

—-»E_h

—»E_h
_>§_"

N, ¥

Sutskever et al, “Se ) eural Networks”, NIPS 2014
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[1 Variants of RNN: LSTM
B AR FYIZEIE P aYss E I E S s E IF ED)fR, H4E
R B {7 5 o) @

B Cellstate (BRKRAD) : BT “iBi2” Huivik7ss, LEES
iCIZeMFR . EFE

‘ Ly . ”n . . . ’ — |" T . B . .
B OESITQ, MAITQ BB fo=o(Wy-lhe—1,2:] + by)
i =oW;. [.Irif_L i‘r] + b;)
or = oWy [he—1.2¢] + bo)
Ce [ ® R > | fenlet
A ? Cy = tanh (W, [he—1, zi] + be)
i 0
t tr—)c.t tf-)
o o tanh o

he_q h; Cr= fio Crq + 14 éf
== /-b
he = o 9 tamh[C}j
Xt
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1 Variants of RNN: GRU
B A simplified version of LSTM
B ERFAEA G —AEHT]
B BRINSHIMBEIRTS

hy
Ve =0 (W, lhi_1,x
- — \L = o (We - o1, 1)
1 re =0 (Wy - [he—1, 2¢])
Tto Zto tan:Lt ]N’Lt = tanh (W . [’I“t X ht—la .CCt])
P ht:(l—zt)*ht_l—l—zt*ﬁt
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2 FRNNHIFFIEIF5IEE

Input: Sequence X, ... X;
Output: Sequencey., ...,y

Decoder: s, = g,(Y,.{» S;.;» C)

T

estamos comiendo pan [STOP]
Y4 Y2 Y3 A
Encoder: h, =1, (x, h, ) T T T T
h, = h, =P h, =P h, P s, P s, —P — s, —P s
X4 X, X3 X, 3 Yo Y4 Y, A
we are eating bread [START] estamos comiendo pan

[B)&h: WMAFNERWERR R EE



RNN+EE=

I N EESHLE
13T EX T8

(alignment scores)

K v X /vk X Q0 Q i FQ
a11 a12 a13 a14 estamos
—A Asoflmax‘ = 2. 13— B3EE I
ﬁ ’—ﬁ From final hidden state: Y, 1E(attent10n weights)
en | \ ’7912 ®1s C1q Initial decoder state s Tt (*)h ph
M\ M\ M| M $

+ <

AL

S

S - v 1
T t T TT 3B LETXEE

X4 X, X3 Xy C, Yo (k) (L) h Q

we are eating bread

[START] 4 E é‘gﬁi
i Qo H "

e  Dzmitry Bahdanau, et al. “Neural machine translation by jointly learning to align and translate”. In ICLR 2015.



RNN+I =

O SINEEHHH
" EERS—SEATEN LT EE
B FEZICERAFINRERRS

estamos comiendo pan [STOP]
y1 y2 Y3 y4
e e e LI A
h, F= h, F=— h, =P h, P s, l 5, P s, P s, P s,
X X A3 X, C Yo ) Y 3 Ya C4 Y3
| A A A A
we are eating bread
[START] estamos comiendo pan

e  Dzmitry Bahdanau, et al. “Neural machine translation by jointly learning to align and translate”. In ICLR 2015.



RNN+I =

1 Image Captioning

Alignment scores:  Attention:

HxW HxW
e1'°'° e1'°-1 e1'°-2 a1;O;L0: ai:(l,‘l a‘LM
€1.1.0] €1.1.4 e1.1,2—>fa1;1jp| A4 | Feaa person wearing hat [END]
€120 €121 €122 a,.ml'aw 31‘;2%
T Y Y, Y3 Y4
Z V4
4
' CNN | |%10] %11] %12
|2 2 At Ittt
Extract spatial Features: c | .. | o |l y .. I
features from a HxWxD |l - 2 1. S i a1 73
pretrained CNN é * f * . *
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015 [START] person wearing hat

Xu et al. “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”. In ICML, 2015.
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E_walilk:l

O F =1
B EE NIRRT ER BT

=ERHZZEREQ(EI), K(H#1E), VUE)

. QKT
Attention(Q, K, V) = softmax %4

Jax

dp2Q, KFEPER ) ¥, B ) & 4E 5

Q. K FRULEREMITE

PR RERE)T— 1L

K" QK'
Q 1934 1234 1234 12 34
1 1 1
- 2 2 Softmax 2
X - 3 3 > 3
4 4 4
12 34 Z
1
18IS AR FEREXT V nF K FA g % . =
4




E_walilk:l

O B;¥E=7H (Self Attention)
o v % o | ||

T
attention self-attention

@ %l %] %

Yo | Yi | Y2
f
self-attention

i
o || %1 %2
Po || P1 || P2
1
position encoding
. S

X

X

X

1 || %2
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Transformer

[0 Transformertk /it
B TransformerZGoogleFIBAZE201 7RI H B —F B SR IE S A IR E!
B TransformerfZRBUER TEE WG], FEERBFIUAFHITHRIIZL, ™

BeEwmifaeR/RER
B FERRIEEE (Encoder) FfEREZE (Decoder) ZARK
wmIGER I have a cat <end>
: :
(C Encoder )\ C( Decoder )\
B B
( Encoder ) >( Decoder )
K X
( Encoder ) b( Decoder )
A A
( Encoder ) >( Decoder )
4 »
( Encoder ) >( Decoder )
A A
\( Encher )/ \)( Decoder ) y

x# B8 —R
Ashish Vaswani, et al. “Attention is all you need”. In NeurIPS, 2017.



Transformer

[0 Transformertft /5t
B EENERREAXRER
B %3LEE ) (Multi-head Attention) : Transformerd, BidaE—

RIFHNRNEENRR, B S TENG B ABRY
AR ERF=E, BTEIEMEEREENRIE.

4 1
MatMiul Linear
1 A
SoftMax Concat
* ) AR
Mask (opt.) Scaled Dot-Product h
f Attention
Scale 1 (1 1l
- :I\/I I Linear L] Linear L} Linear u
t a u1 ¥ ¥ ¥
Q K V

V K Q



Transformer

Output

D Transformeril‘ﬂ}f,}ﬂ, Probabilities
B YpiSzE (encoder) #0 SLlf
fRREEE (decoder) FE ) .

. | Add & Norm h
ZHITE TR RAB K ==

|

Forward

' 1 ) ’mﬁﬁ:
B RREMRLERS T | || [
WE (N=6) , LUE e =

|
T

B ME T S E = AL | ) | |

HRERER > Atonton Atantion

t t
k_ _/ . _JJ
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Encoding ¥ 'y Fncoding
Input Qutput
Embedding Embedding
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Transformer

O #il 5z Transformer

Vision Transformer (ViT) Transformer Encoder

i MLP \
Ball Head

Transformer Encoder

1
|
l
|
|
|
R
|
I
egs I ( 1 |
etz - 60 0) @) 8) DD @) 6 @ﬁ e
|
|
l ; A
l
|
1

* Extra learnable l | |

[class] embedding Llnear PI'Q]GCUOI‘I of Flattened Patches
Norm

——— C T ] 5

s s

[ Embedded
Patches

Alexey Dosovitskiy, et al. “An Image is Worth 16x16 Words: Transformers for Image Recognition at Scale”.
In ICLR, 2021.



Transformer VS. CNN

ImageNet-1K Acc.

90

88

86

84

82

80

78

ResNet 2020
(2015) ( )

ConvNeXt
Swin Transformer
(2021)
DeiT
®

ImageNet-1K Trained

ConvNeXt
Swin Transformer
ViT (2021)
(2020)
Diameter
|| | |
4 8 16 256 GFLOPs

ImageNet-22K Pre-trained

Z. Liu, et al. “A ConvNet for the 2020s”. In CVPR, 2022.
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