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//A output layer
output layer .
input layer input layer
hidden layer hidden layer 1 hidden layer 2
gxX, Wy, Wy) = f(W,f (W;x)) gX, Wy, Wy, W3) = f(Wsf (W, f (W;x)))
Wy € R Pin Wi € Rf1xDin

Wy € RHF2xH:
Wy € RPowxH 2
W3 E RDout ><1'_-[2
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Layer L,

f(): BESRE (activation function)

oV BIREIB T RE
2V IR TR AL

agz) = f (Z£2))

1 1 1 1
= f(W1(1)x1 + W1(2)x2 + W1(3)x3 + bi )

(2) _ (2)
a,” =f (Zz )
= FOUxs + W, + D + b)

agz) _ ¢ (Z§2))

1 1 1 1
= f(W3(1 )xl + W3(2 )xZ + W3(3)X3 + bg ))

3 3
hwpy(X) = a® = £z

2 2 2 2 2
= fPa? + wPa? + wPa +b?)
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BUE eR 3

% L% & 3
B SHEIRH

Sigmoid f Tanh V
o(x) = 1 n tanh(x) = i J

1+e™* e e eX +e™*

m RHRRE

10
10 10

~10 d 10 - -1 10 - 10

ReLU Leaky ReLU ELU
{x , x =0

max(0, x) max(fx, x) a(e® — 1), x <0



BUE eR 3

= AR R
B AR

Swish
Swish(x) = xo(Bx)
. B TERERY

e B =0

———— B =

GELU
GELU(x) = xP(X < x)

 PX < x)REHoHmRNERSHERY
« HATPWX < x)ZSEUKE, ALLAHSigmoidaX Tanh iR i {id
GELU(x) = x0(1.702x)

% GELUGO ~ 0.5x(1 + tanh( \E(x +0.044715x%)))
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Aeeif{lEIE (universal approximation theorem)

— PN EITRBEMNEMRAEGEEMEEMEL—FER
BIEMA—F “STE” MREVEE R (1§UﬁHS|gm0|d/%5(/ﬁl_l
#) BB, ,\%%%Héﬁﬂﬂzyﬁzgﬁ’w’%min, E\J
LLUR{MER — DB IREZ B E] 5 — 1 BIR%EST IEﬂEI'JBoreI_I
M BR| 24

(X IER"HBFHE LHEEEL R H 2 Borel AT
8y, BRI LA /g R ITL)




W 2B 1= X 2%

Iu\_i_
]I[l'h
B =I¢l

. 1o 2
FI5HR% : < [|hw,p ®) — V|
Hingeffik: ¥, max(0, Sj— Sy + 1)

/XM -log (5 )
J

B AEINGREE (xO,yD), ., xM,ymy

-1 H; Hy,

J(W, b; %, y) = Z](w p:x(®,y®y 42 ;‘ D 7 W(l)

=1 i=1 j=1

ARFPE—IAKED, EZWAREN KD (BN ERF weight decay
) , HEMNREDNENIEE, PFLEEE.
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REtEBE L (BPEZX)

B SHFENGL
B OBTEIRESHE, MRMEESAR, BFIL,, L ..., Ly, 1

ML E
al@z) = f (Zi(nl))

B XTEnE BHE) 8 PMmE2xT, HFIUNE ,x)F
HREyHERETNNIRE, B8RS GRED)

0
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R ERIBE A

REEBEE (BP)
B RSMEREN, -1 EhWEIN T ESNIRETR RS
EHEETTESE

(nz)
1
5l(nz ) _ (nz 5J(W,b;x,y) = 3 — (nl)](bey) (nz N

(ny) | (n;—-1) (nl 1)
25 97 (nl 1) [ZW f )]
_ (ny) | (le 1) (n;—1)
=29 720 —a WV (M)
ZS(nz) W(le 1) f (Zlgnl—n)

= f' ( (- 1)) Z.(Wgnz—l) .5.(711))
ERAU—RERA: 50 = @ w® 50 7 (220)
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REEBEE (BP)
B RERETEMSSMAEE

: — Do+
aw(l)](W,b,x, y) = a8

ij

d
_ (1)
ab(l)](W,b,x, y) = 6;
i
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Local Gradients

Upstream Gradients

VA
Dy 0] 0z9]
dx Ox 9z D,
Downstream 2
Gradients a]
0z
Dy
0] 0z 0]
y —_— = —— D
ady dy 0z z
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B Batch Gradient Descent

B Stochastic Gradient Descent
B Mini-Batch Gradient Descent

CHERN TN DI $vis

B Momentum
B AdaGrad

B RMSProp } SPASTIE DS

B Adam
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dxy" 0x;"9x,

gradf(xg,xy,..., Xp) = (

B RECGOMERRBERANTUER, FLLENLHZMEE B AR
KR, R|OABEZEET, BEETREE

BRECESAELSZH, BERREBLATHNRRR, BESF
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=6 E TEA

Batch Gradient Descent
0=0—n-VgL(O)

for 1n range(total epochs):
params_grad = evaluate gradient(loss function, data, params)
params = params - learning_rate * params_grad

Bt AR ERRMESS R 2 R s R, AiECEEE
QL E e SE =gy n:

B 5% FEREZIMNYESEUTESRE, BT EpochEH—X
28, P1ERTERBIEELER



FEHLER T P

Stochastic Gradient Descent
B SE—MIGHER E#HIT— R RB E

0 =0-—1n-VyLl(6;xy")

for 1 1n range(total epochs):
random_shuffle(data)
for example in data:
params_grad = evaluate gradient(loss function, example,

params)
params = params - learning_rate * params_grad

B FHEE T Batch Gradient DescentYX S8R, FH B H T35k ek #AY
BT, Alge AR T 2N EEP s LR
B 2. WHEREEIATRE




Nt ERENLESE TR

Mini-Batch Gradient Descent
B BN AZENEG S, RWERERE MRS —ESeE K 5

0 =0 — n - V@L(Q, xi:i+n’yi:i+n)

for 1 1n range(total epochs):
random_shuffle(data)
for batch in get batches(data, batch size=n):
params_grad = evaluate gradient(loss function, batch, params)
params = params - learning_rate * params_grad

TE: RESGDEStochastic Gradient DescentBi & FR, {BIRAE K
Z P HIRISGDIE i _E 2 Mini-Batch Gradient Descent
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Momentum
B WESGDHZEFHESHERSZSFHAVW S AT RE 0] #
B FHRIE—EFERASENMNELE, NESaEFHHETEMR
KA ERESE FE, HIS5ENRSS 5 R E TBE
Ve =Y Vg +1-VgL(0)

0 =0 — V¢
ey £ — 2 B B LB SWOHI, HEE0.9

HAFRMNEZI—EREE—EEBRTAENAEIETE, MBS zIE
S EIRRMNBHIATIRAWEZMLE, HMBESAMER, FREZH
2L 5 SRR AL EE
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AdaGrad
B HENMIAESINSHNEIXR

HEBE: g = VeLl(6) % TREFTIREY %
BHERHEE: r=1r+g0Og HE: MINEGFIRETIRE R E
n THRSHANEIRITERM
HHEHE: A0 = — Og EEHMREN (FEIRIRIET)
€ +T1
SHEH: 0 =0+ Ad

R N R E R, UIGTFAEAIRA K S0
e R— MR /NI BS B
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RMSProp

B AHERUTEAHERNMNAXTHEEENRARE (FHih
BRI R 1E)

R g =VoL(0)

TEBEmERERTE: T=p T+ (1 —p) gQyg
n

HEERE A9 = —

HEEHE -~ \/FCDg

S EL - 0 =0+ A0

Hinton3Z i [ L 15 B3R E HpEN0.9, = SZEEN0.001
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Adam (Adaptive Moment Estimation)

B NMUCELAHERNRRERTE, TIERELasEREE
= {8, TERMSPropaYEAE _EIAN T Momentumpay B8

SRR - g = VoL(6)

WHIEHERTEE: M =1 M +(1 - 1) - g
Ve = ,82 " Vi1 +(1 _ :82) "It ®gt

—ERIS R, = — P
“i-p 1B
N n R
é%ﬁﬂgﬂéﬁ 9t+1 - Ht —_ — mt
€ + \/17,5

@5, 810.9, B,EX0.999
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A EEIEIAEIE (universal approximation theorem)
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&= E[Lm
B E2EET, GhENE—TEMMANREEEEXR
B FERLON: HMARMGHEEERS, NSHHIEEK

32x32x3 image -> stretch to 3072 x 1

input activation
) P Wax )
1] ] —> oxagrs o 1[0 [
3072 ) 10
weights /
1 number:

the result of taking a dot product
between a row of W and the input
(a 3072-dimensional dot product)

Slide credit: Stanford CS 231n
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BEREZEF (local receptive field)
RIEHEZ (weight sharing)

FULLY CONNECTED NEURAL NET LOCALLY CONNECTED NEURAL NET LOCALLY CONNECTED NEURAL NET

STATIONARITY? Statistics is

Example: 1000x1000 image
P similar at different locations

IM hidden units
) 10712 parametersl!

Example: 1000x1000 image Example: 1000x1000 image

IM hidden units 1M hidden units
Filter size: 10x10 Filter size: 10x10
100M parameters 100M parameters
- Spatial correlation is local
Ranz Ranz

- Better to put resources elsewhere!

E.g.: 1000x1000 image
100 Filters
Filter size: 10x10
10K parameters



BT ZE P 2%

ERE
32x32x3 1mage

5x5x3 filter

32 [/
Il Convolve the filter with the image
1.e. “slide over the image spatially,
computing dot products”

32

Slide credit: Stanford CS 231n



BT X 2%

—  32x32x3 image

5x5x3 filter W
‘V
the result of taking a dot product between the filter

and a small 5x5x3 chunk of the image

32 (i.e. 5*5*3 = 75-dimensional dot product + bias)

wliz+b

< 1 number:

Slide credit: Stanford CS 231n
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— 32x32x3 image
5x5x3 filter /
S
28
>@ -

convolve (slide) over all spatial

locations
32 28

Translation Invariance!

Slide credit: Stanford CS 231n



BT X 2%

A=
ZREZNIERRE (RE)
/ 32x32x3 image activation maps

5x5x3 filter %
e
28
>@ >

convolve (slide) over all spatial

locations
32 / 28

Slide credit: Stanford CS 231n
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=
WRIBANB N Sx5SHIERE &S, WA LAIF R 6 A [E] B M Ky [Z]

activation maps

32

28

Convolution Layer

32 28

L NI NNN_

3 6

We stack these up to get a “new 1image” of size 28x28x6!

Number of parameters: F?°CK and K biases

Slide credit: Stanford CS 231n
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ERIE
7X7 input (spatially)
assume 3x3 filter

Hstride91, A Mpaddingft, 15F]5x5Hfeature map

Output size: (N+2P-F) / stride + 1

Slide credit: Stanford CS 231n
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H

At A=Y
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3%

7

Max pooling

1

1

Average pooling

1

1

1

1

1{010]2

0]3

012|002
21013

1{010]2

0]3

01222
21013




BT ZE P 2%

S2f): LeNet-5
Gradient-based learning applied to document recognition
[LeCun, Bottou, Bengio, Haffner 1998]

C3: f. maps 16@10x10

C1: feature maps S4: f. maps 16@5x5

INPUT 6@28x28

32x32

S2: f. maps
6@14x14

I
’ ‘ Full coanection ‘ Gaussian connections

Convolutions Subsampling Convolutions  Subsampling Full connection

S5UMAEE WRERHREMEEIRE], LeNet-5H T RIFEEN2RAMALESE
I, MaELE2x2iE OF4NmAER, TA—PAIZSEH, BML
— PG RE, Hid % RiEd sigmoidEUE

* Y. LeCun, L. Bottou, Y. Bengio, and P. Haffner, “Gradient-based learning applied to document recognition”. In
Proceedings of the IEEE, 86(11):2278-2324, 1998.
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EEENMtEIR— HHENHMEIT—
x: NXD x: NXCXHXW
J3—1t J3—1t \ |
u,o:1xXD u,azi"_xCxlxl
v, :1XD v, :1XCXx1x1
et




=3—K

L -

EEEN#tET—1 E)3—1k
(RNN, Transformers)
x: NXD x: NXD
J3—1t J3—1t \
u,o:1xXD u,o: N X1
v,:1XD v,B:1XD
(x — u) (x — )
Y Vo2 + ¢ g Y Vo2 gy p




L33 —1k

HEHENHMEIT— I =R SEHT—1L
x: NXCXHXW x: NXCXHXW
pe | || we ||
u,o: 1 xXCx1x1 u,o: N xXCx1x1
v,f:1XCX1x1 v,f:1XCX1x1
et
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v’ S£f5]: LeNet-5
v tEF—1k
BIFFRZE N 28
v RNN

v LSTM

v GRU
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=\

FF5 403
one to one one to many many to one many to many many to many
f O f L o
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HINFE 2%

Recurrent neural network (RNN)

B iAX = {x, %, ..., Xy} — T F5
B RNNiB/FHLIBEMNES

hy|= fW(ht—h fEt)

y new state / old state input vector at

some time step

some function
with parameters W

T yt & fWhy ( ht )
X output / new state
another function

with parameters W
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Vanilla RNN

B RNNRI—MHmEREHNEN, BEFENREETT
B FEMEE
v BREHS RN E IR LE
>  RNNEIRESEFEBIFHE TR S BAY
v KHIK S
> Z BT RTE K A R B R
v OEHIT

y hy = fW(ht—la CL’t)
|

hy = tanh(Wpphy_1 + Wypzy)

U = Why hy
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Vanilla RNNBJi+E

B FHEEA, BEANMERIER

&
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EZS

22 2%

Vanilla RNNBJi+E

&

B FHEA, AL AT

v,
!
h0 > fW > h1 >
w T

MESHWETEZIERZ

Y

Y

Y

._I_
—

xt=

HY
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Sequence to Sequence:
B Many-to-one + One-to-many

=\

One to many: Produce output
sequence from single input vector

Many to one: Encode input
sequence in a single vector

Y Y2

! E_h

-
_> E_h

Sutskever et al, “Se e eural Networks”, NIPS 2014
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Variants of RNN: LSTM

B AR KF IS A2 R RER EIH R AIEL /R EelRl, FH4&

FEAC BT (e o) R

Cell state (Eno{ku : AT “1212” JafiREs, tEfes
WWIZHIMIFR . EFTEF

== £, WA, it To, fe=0(Wy - [he—1,2¢] + by)

it = o(Wi - [hi—1, x¢] + bi)

ot = o(Wo - [hi—1, z¢] + bo)

C(—tillh ¢ [he—1, 2] + be)

= fioCi—1+ 1t ¢« > Cy

hi = o¢ & tanh(CY)



=\

HINFE 2%

Variants of RNN: GRU

it = O (Wz ' [ht—17$t])
o (Wr . [ht—laxt])
h; = tanh (W - [ry x hy_q, x4])

=
~
|

ht:(l—zt)*ht_1+2t*ibt
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Application of RNN

B [anguage model

=\

Forward RNN

how are you EOS

T 7T 171

—O0—H—

T 7T 17 1

BOS how are you

BOS: begin of sentence
Backward RNN

BOS how are you

T 17 171

— e[

T 17T T 1

how are you EOS
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Application of RNN

B F&midE R (Image caption)

D

4

H

4
4
Hi .
d4ee

iR

2
1.4
2 1 58
1 A fEyEs
nﬁgﬂ&ﬁﬂgaﬂ
AL LE
‘fae- -

1
HH M g

| &
ST

—

image

log pi(S1)

log p2(S2)

LSTM

code

t
P
1

—> LSTM

!
LSTM

1

P2
1

o

eoo log pn(S)
|
eeoe F)pq
t
>
—oco0oe —3 | I
4
oo S;FJ-I
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v AlexNet

v' VGGNet

v GooglLeNet

v ResNet

v DenseNet

B FR4&

B E

ST AR

B FRIRER

sE = N1 K Transformer
G2 %W il

BisEF 3




FiR 7 RIEFSHERIER

fEERESRHEEMENLR, BRI RXNERRSE
T IRKRHYIRF

m ZOEE: BE BO BE

B ARSI E RS

ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners

w
o

28.2

152 layers| |152 layers| [152 layers

N
()

N
o

16.4

[y
()

Top-5 Error Rate

11.7 |19 layers| |22 layers

7.3 6.7
5.1
A H B =

2010 2011 2012 2013 2014 2014 2015 2016 2017 Human

Linetal Sanchez & || Krizhevsky et al | Zeiler & Simonyan & Szegedy et al He et al Shao et al Hu et al Russakovsky et al
Perronnin (AlexNet) Fergus Zisserman (VGG) (GoogLeNet) (ResNet) (SENet)

[y
o
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&4y 35 AlexNet

AlexNet
B BHXEImageNettb FHFERREEIRHEME
B SIAR—LERARWINKERHENEZIT—EIA

v RelLU
v' Data Augmentation
v" Dropout

Architecture:
CONV1
MAX POOLA1
NORM1
CONV2
MAX POOL2
NORM2
CONV3
CONV4
CONV5

Max POOL3

38 2048 2048 \dense

dense dense

1000

128 Max
Max 128 Max pooling
pooling pooling

2048 2048

* A. Krizhevsky, I. Sutskever, and G. Hinton, “ImageNet classification with deep convolutional neural networks”. In
NeurIPS, 2012.
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%9325 AlexNet

AlexNeti¥HE 2

i i e - ﬁ L | Ue— = =
. . . 6 : } :4 - \ 5 1060
Full (simplified) AlexNet architecture: - e, = e %8
[227x227x3] INPUT — o

[65x55x96] CONV1: 96 11x11 filters at stride 4, pad 0
[27x27x96] MAX POOL1: 3x3 filters at stride 2
[27x27x96] NORM1: Normalization layer

[27x27x256] CONV2: 256 5x5 filters at stride 1, pad 2
[13x13x256] MAX POOL2: 3x3 filters at stride 2
[13x13x256] NORM2: Normalization layer
[13x13x384] CONV3: 384 3x3 filters at stride 1, pad 1
[13x13x384] CONV4: 384 3x3 filters at stride 1, pad 1
[13x13x256] CONV5: 256 3x3 filters at stride 1, pad 1
[6x6x256] MAX POOL3: 3x3 filters at stride 2 :
[4096] I C6- 4096 neurons i I;Zc\might Cecay _56-4 o o
[4096] FC7- 4096 neurons - ensemble: 18.2% -> 15.4%

[1 000] r C 8 . 1 000 neurons (ClaSS SCO I'eS) Figure copyright Alex Krizhevsky, llya Sutskever, and Geoffrey Hinton, 2012. Reproduced with permission.

Details/Retrospectives:

- first use of ReL,U

- used Norm layers (not common anymore)
- heavy data augmentation

- dropout 0.5

- batch size 128

- SGD Momentum 0.9

- Learning rate 1e-2, reduced by 10
manually when val accuracy plateaus
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%9325 AlexNet

SHNBRETEERE

AlexNet

params

4M
16M
37M

/
442K
1.3M
884K

Max Pool 3x3s2

Conv 3x3s1, 256 / ReLU

Conv 3x3s1, 384 / ReLU

Conv 3x3s1, 384 / ReLU

Max Pool 3x3s2

Local Response Norm

74M
112M
149M

307K

35K

Conv 5x5s1, 256 / ReLU

Max Pool 3x3s2

Local Response Norm

Conv 11x11s4, 86 / ReLU

223M

105M
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1% 49325 AlexNet

AlexNetsh{& F HY = 3] TR B
B Weight decay

Ew) = E(w) +/%WTW

B Data augmentation
HEY: 3 RINGHERE
Favk: IKFERES, cropElHRERy X5

B Dropout
HeY: BpLEilE, HBETHEHREABENENAEAS
i EERNGRIERFP, ASBERIHETT



AlexN et X 48 25 14 piU it

AlexNetXi#H FEE H T
B OER: HIMMEHE
B R MNE—RMENETREST

ZFNet: #iEAlexNetsEE& %

B JFAlexNethE—/N11x11, stride 4B ERE, #iRR
7x7, stride A2HIEFRE

B %Conv3,4,5FAchannel#1&N%1512,1024,512

image size 224 110 20 13 13 13

3 1 3
% L384 V1 w384 256
\2‘56 \ \
stride 2 96 3x3 max 3x3 max C
x3 max contras pool| |contrast pool 4096 4096 class
strige norm.

filter size 7 _

stride 2| |norm. stride 2 units units softmax

13 @3 6
1 q_% 256

Layer 2 Layer 3 Layer 4 Layer 5 Layer6 Layer7 Output

Input Image




&% 43 35: ZFNet

BEHHMEAETR SR TRRERRINR

307 282 ZFNet: Improved
hyperparameters over 152 layers| [152 layers| |152 layers
AlexNet \ A A A
16.4

11.7 (49 1ayers| [22 layers|

7.3 67
) 5.1
8 layers . . 3.6 3 2.3 -
E & =

2010 2011 2012 2013 2014 2014 2015 2016 2017 Human

Linetal Sanchez &  Krizhevsky et al| Zeiler & Simonyan &  Szegedy et al He et al Shao et al Hu et al Russakovsky et al
Perronnin (AlexNet) Fergus |Zisserman (VGG) (GooglLeNet) (ResNet) (SENet)
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%452 VGGNet

‘_ l oftmax J
g nen ll_.\ | Fscf: 000 ]
= ELERY ===
+ | C4 | Pool ]
B ERAIRLE Ce= | =
l Pool ] | ¢ 12 |
| 2 1 | 12 ]

[ 12_J
EAleXNetE,\J%E | o1 ] |I Pool ll
. | Pool | | 1 ]
. }ASEQﬁ 1 6-1 9}='Z_-_\ [ Softmax____] | 5121 | 512__|
> . | 1 | | 12| | 12 |
. %%HEKIJ\i@JjQBXSy | 24232 | l 1 ] | 51 |
stride4 31 — 0
o 4 | ) = | CEawzs ]
| T**iFHZXZE,‘J [ ] | Pool ] | Pool ]
max pooling — e Lo
| Pool | | Pool | I | Pool |
| ] I ] | ) |
_1ixiiconv, 96 | | ] | . ]
l Input | | Input ] | Input |

AlexNet VGG16 VGG19

* K. Simonyan and A. Zisserman, “Very Deep Convolutional Networks for Large-Scale Image Recognition”. In
ICLR, 2015.
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&4y VGGNet

AfraERENNERE
n BFHOEYH

v 3 stride A1HI3 X3 EREIT MR STEF, FT11N7X7K)
ERE

B EFNERFHENELATELHSH (Buigim A FH L Ichannel

H=HAH1)
v 3P3x3MERENSHE: 3x3%2 =27
vV ANIXTRERERNSHE: 1x7¢2 =49

B RGNS E DRI MRS R H R B RS IERIZRIAE S
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VGGNethy & fasfh (

&4y VGGNet

DFER AER)

ConvNet Configuration

A A-LRN B C D E
11 weight | 11 weight | 13 weight | 16 weight | 16 weight | 19 weight
layers layers layers layers layers layers
mput (224 x 224 RGB 1mage)

conv3-64 conv3-64 conv3-64 conv3-64 conv3-64 conv3-64
LRN conv3-64 conv3-64 conv3-64 conv3-64

maxpool
conv3-128 | conv3-128 | conv3-128 | conv3-128 | conv3-128 | conv3-128
conv3-128 | conv3-128 | conv3-128 | conv3-128

maxpool
conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256
conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256
convl-256 | conv3-256 | conv3-256
conv3-256

maxpool
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
convl-512 | conv3-512 | conv3-512
conv3-512

maxpool
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
convl-512 | conv3-512 | conv3-512

conv3-512

maxpool

FC-4096

FC-4096

FC-1000

soft-max
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%532 GooglLeNet

ERMMBLEMN, EEMHER

B F22[, mRTAlexNet

B Inception module (network within a network)

v ARIKXKPMBEREMKE{FinceptionZE i A & AR R Z EF

concal tenation

Previous Layer

Inception module
B xBEERER, MESHEEEAlexNet/M 23

GoogLeNet, VGGNet, AlexNetfy*ttbit KKREZIRE], ML
HEIJERNIPREZRRTSHNZ D, MEMBZRRE

C. Szegedy, et al., “Going deeper with convolutions”. In CVPR, 2015.
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%97 2: GooglLeNet

Inception module s Y1 x 1%'@:1 5pottleneck

B EERERATEEZENGHS

H Tj(EE,J'Vl_HF =

B Inception moduleBYSEPRILEN A, BT 1x1EFFH TR,
BREZAERZFHNERZ, HI0ERBHZEE—&

B XHEFIBIE R4 ITIRE,

¥ bottleneck

Naive Inception module

Ff [ [0 &R S 24 B 25 K T AR

Inception module with dimension reduction



1% 572 GooglLeNet

Auxiliary classification head

B MEEMRKRERKEHMUASREENBIINE, BN

auxiliary classification head4g ##3iX > [o) g

Full GoogLeNet
architecture

| |
O I Dﬂﬂv{ﬂ/

Auxiliary classification outputs to inject additional gradient at lower layers
(AvgPool-1x1Conv-FC-FC-Softmax)




VGGNet5GooglLeNethy 14 &E

30 282
25
\ A A A
20
16.4
15 |
11.7 1119 layers| (22 layers|
10
7.3 6.7

5 8 8l 3.6 =

| shallow | ayers | N - 3 23 .
. - . &= =

2010 2011 2012 2013 2014 2014 2015 2016 2017 Human
Lin et al Sanchez &  Krizhevsky etal  Zeiler & Simonyan & Szegedy et al He et al Shao et al Hu et al Russakovsky et al
Perronnin (AlexNet) Fergus  |Zisserman (VGG) (GooglLeNet) (ResNet) (SENet)
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%4325 ResNet

Motivation
B Simply stacking more

20-layer

training error (%)
test error (%)

layers leads to higher 0
. . 20-layer
training error e i ——
iter. (led) iter. (led)
B Not all systems are
similarly easy to optimize )
. weight layer
B Hypothesis Fx) Trelo )
It is easier to optimize weight layer dentity

the residual mapping
than to optimize the
original, unreferenced

mapping. y = F(x, {W;}) + x.
y = F(x. {W;}) + Wx.

« Kaiming He, Xiangyu Zhang, Shaoqing Ren, and Jian Sun. “Deep Residual Learning for Image Recognition”. In
CVPR, 2016.
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%42 ResNet

Plain net 5§ ResNet
B ResNet®¥{AKZEHIEFEE T
B AEAREREZEMA "shortcut”

X

A 4

weight layer
‘F(x) "rau

weight layer

X

identity

B Pistem cell (7x7&F) 45
KHA3IX3EE

B FEHYFER T E) 5 PR,
filterB B = #A (&

plain net

.uc--“‘, »,: 2] =

I3 conv, 64| [

33 com, 64| [

Idcom, 64 | [
Cmame ] |
[ 3s N |
[3a 68 | [
[EEE [a

= ]

IRCIR IR LIRS

HECIRGARARE:
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-~ |®| |=| & 4 o

w

I I3
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HARFABRARIARE
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avg pool
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ResNetA @R [E

%42 ResNet

ERD Y A

layer name | output size 18-layer | 34-layer 50-layer 101-layer 152-layer
convl 112x112 Tx7, 64, stride 2
3x3 max pool, stride 2
Ix1,64 ] Ix1,64 ] Ix1,64 ]
conv?2 565 ~ : ’ ' ’
convax | 26x36 [zxg*gilxz [3ngj]x3 3x3,64 | x3 3x3,64 | x3 3x3.64 | x3
I T | 1x1,256 | Ix1,256 | | 1x1,256 |
: - [ 1x1,128 ] [ 1x1,128 ] [ 1x1,128 ]
2 )
conv3_x 28x28 :X: };g x2 :X: i;g x4 3x3,128 | x4 3x3,128 | x4 3x3, 128 | %8
L 2% e I | 1x1.512 | | 1x1.512 | | 1x1.512 |
: - 1x1,256 1x1,256 ] I1x1,256
- - . . .
conv4_x 14x 14 :iz ;:2 x2 22322 X6 3x3,256 | x6 3x3,256 | x23 3x3,256 | x36
- ST | 1x1,1024 | Ix1,1024 | Ix1,1024 |
- 1 1x1,512 Ix1,512 1x1,512
2 2 ’ ’ ’
convd_x Tx17 ixzzi; x2 :X::i; x3 3x3,512 | %3 3x3,512 | %3 3x3,512 | %3
L2 e H e | 1x1,2048 | Ix1,2048 1x1,2048
1x1 average pool, 1000-d fc, softmax
FLOPs 1.8x 107 3.6x10° 3.8x10° 7.6x10° 11.3x10?




1% 535 ResNet

O fElmageNet ERIIIZ I FE

error (%)

plain-18 ResNet-18 T AN A A,
==plain-34 ==ResNet-34 34-layer
% 10 20 30 10 50 % 10 20 30 20 50
iter. (1e4) iter. (1e4)

Error rates on ImageNet validation Error rates (%) of ensembles
method top-1 err. top-5 err. method top-3 err. (test)
VGG [41] (ILSVRC’14) - 8.437 VGG [41] (ILSVRC'14) 7.32
GoogleNet [44] (ILSVRC'14) - 7.89 GoogLeNet [44] (ILSVRC'14) 6.66
VGG [41] (v5) 244 71 VGG [41] v5) 6.8
PReLU-net [13] 21.59 5.71 PReLU-net [13] 4.94
BN-inception [16] 21.99 5.81 BN-inception [10] 4.82
ResNet-34 B 71.84 571 ResNet (ILSVRC’15) 3.57
ResNet-34 C 21.53 5.60
ResNet-50 20.74 5.25
ResNet-101 19.87 4.60
ResNet-152 19.38 4.49




1% 532 DenseNet
Key idea
B Introduce direct connections from any layer to all subsequent
layers

The I-th layer receives the feature-maps of all preceding
layers

x; = Hy([x0,x1,..., X/—1])

X0,X1,...,X¢—1]: the concatenation of

the feature-maps produced in layers

r
aye
Transitio -

G. Huang, Z. Liu, L. Maaten, and K. Q. Weinberger. “Densely Connected Convolutional Networks”. In CVPR,
2017.
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1% 435 DenseNet

[0 Framework illustration: a deep DenseNet with three dense blocks

Input
Prediction
9 Dense Block 1 9 Dense Block 2 o Dense Block 3
s s s ‘horse”
DenseNet architectures for ImageNet
Layers Output Size | DenseNet-121(k = 32) ‘ DenseNet-169(k = 32) ‘ DenseNet-201(k = 32) ‘ DenseNet-161(k = 48)
Convolution 112 x 112 7 x 7 conv, stride 2
Pooling 56 x 56 3 x 3 max pool, stride 2
Dense Block 56 % 56 1 x 1 conv <6 1 x 1 conv < 6 1 x 1 conv <6 1 x 1 conv <6
(1) | 3 x3conv | | 3 x3conv | | 3 x 3conv | | 3 x 3 conv
Transition Layer 56 x 56 1 x 1 conv
(1) 28 x 28 2 x 2 average pool, stride 2
Dense Block 78 % 78 1 x 1 conv ‘12 1 x 1 conv <12 1 x 1 conv ‘12 1 x 1 conv <12
2) _3x300nv_ _3x3c0nv_ _3><3C0nv_ _3><3conv
Transition Layer 28 x 28 1 x 1 conv
(2) 14 x 14 2 x 2 average pool, stride 2
Dense Block 14 % 14 1 x 1 conv 24 1 x 1 conv ‘3 1 x 1 conv « 48 1 x 1 conv 36
(3) | 3 x3conv | | 3 x 3conv | | 3 x 3conv | | 3 x 3 conv
Transition Layer 14 x 14 1 x 1 conv
3) 7 x7 2 x 2 average pool, stride 2
Dense Block _— _lxlconv_xl() _l><1C0nv_><32 'lxlconv_x32 [ 1 x 1 conv Y
“4) | 3 x3conv | | 3 x 3conv | | 3 x 3conv | | 3 x 3 conv
Classification 1 x 1 7 x 7 global average pool
Layer 1000D fully-connected, softmax
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%492 DenseNet

Comparison with ResNet

B 2%, HEEXAER, EHEHES

B XTRIEE MR B concatenatefiR{EIE B IEER 7
B 2 iRE AT B/ HE N code basefI X 1E

275 - : - : B - : 275 T T T T T : -
: : . |=—2—ResNets : ;| =—2—ResNets
ResNet-34 —a&— DenseNets-BC X

—a&— DenseNets-BC

validation error
N N
b a
[S)] (4]

i
validation error
N
~
(4]

N
o
9]

: ResNet IOIResNet 152l

test error (%)

225 - .— 2250wl
ResNet—152 : :
DenseNet 161(k 48) : : DenseNet 161(k 48)
21 5 1 1 I Il 1 Il 21 5 1 1 1
1 2 3 4 5 6 7 8 05 075 1 125 1 5 1. 75 2 2.25 25
#parameters x 107 #flops X 1010
10 ! I ! I T T T IG I I T T T 16 T I I I
: : : : —  DenseNet : : : : ——  ResNet —— Test error: ResNet-1001 (10.2M) 4100
14 | — DenseNet-C [l | — DenseNet-BC || — Test error: DenseNet-BC-100 (0.8M)
—— DenseNet-B T T | e Training loss: ResNet-1001 (10.2M)

1L DenseNet-BC || — el Tralnlng loss: DenseNet-BC-100 (0.8M)
: sty | : - - 1101 8

| P by °
ST T - rerdre] 2 =

: ; o €

k73 ©
N N 18 102*
61 J
4 1 1 1 I 1 1 1 .. 1073
0 1 2 3 4 5 6 7 8 8 300

#parameters x10° #parameters x10° epoch



£|1% 4335 MobileNet

[0 Goal: efficiently trade off between latency and accuracy

B Build very small, low latency models that can be easily matched to
the design requirements for mobile and embedded vision

applications

o Depthwise Separable Convolution
S

Dy LR Depthwise Convolutional Filters Pointwise Convolutional Filters

4—N—>

(a) Standard Convolution Filters

Dk — M — Figure 2. Depthwise separable convolution.

(b) Depthwise Convolutional Filters

Dk -Dg-M-Dp-Dp+M-N-Dp-Dp
Dg -Dg-M-N-Dp-Dp
1 1
= — 4+ —

«— N — N D%

(c) 1 x 1 Convolutional Filters called Pointwise Convolution in the con-
text of Depthwise Separable Convolution

Figure 1. Standard convolution vs separable convolution.
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1% 4325 MobileNet

[1 Architecture

Table 1. MobileNet Body Architecture

Type / Stride Filter Shape Input Size
Conv /s2 3x3x3x32 224 x 224 x 3
Conv dw / sl 3x3x32dw 112 x 112 x 32
Conv /sl 1x1x32x64 112 x 112 x 32
Conv dw / s2 3 x 3 x 64dw 112 x 112 x 64
Conv /sl 1x1x64x128 56 x 56 x 64
Conv dw / sl 3 X3 x 128 dw 56 x 56 x 128
Conv /sl 1x1x128 x 128 56 x 56 x 128
Conv dw / s2 3 x3x 128 dw 56 x 56 x 128
Conv /sl 1x1x 128 x 256 28 x 28 x 128
Conv dw / sl 3 x 3 x 256 dw 28 x 28 x 256
Conv /sl 1 x1x 256 x 256 28 x 28 x 256
Conv dw / s2 3 x 3 x 256 dw 28 x 28 x 256
Conv /sl 1 x1x256x512 14 x 14 x 256
5 Convdw /sl | 3 x3 x512dw 14 x 14 x 512
Conv /sl 1 x1x512x512 14 x 14 x 512
Conv dw / s2 3 x3x512dw 14 x 14 x 512
Conv /sl 1 x1x512x 1024 7x7x 512
Conv dw / s2 3 x 3 x 1024 dw 7 x7x 1024
Conv /sl 1 x1x1024 x 1024 | 7 x 7 x 1024
Avg Pool / sl Pool 7 x 7 7x7x1024
FC /sl 1024 x 1000 1x1x1024
Softmax / sl Classifier 1 x 1 x 1000

3x3 Conv 3x3 Depthwise Conv
BN BN
ReILU ReILU
1x1 é)onv
BN
ReILU

Figure 3. Left: Standard convolutional layer with
batchnorm and ReLU. Right: Depthwise Separable
convolutions with Depthwise and Pointwise layers
followed by batchnorm and ReLLU.

Table 4. Depthwise Separable vs Full Convolution MobileNet

Model ImageNet Million Million
Accuracy Mult-Adds Parameters
Conv MobileNet 71.7% 4866 29.3
MobileNet 70.6% 569 4.2




2% 335 MobileNet

[0 Performance

Table 8. MobileNet Comparison to Popular Models

Model ImageNet Million Million
Accuracy Mult-Adds Parameters
1.0 MobileNet-224 70.6% 569 4.2
GoogleNet 69.8% 1550 6.8
VGG 16 71.5% 15300 138

Table 9. Smaller MobileNet Comparison to Popular Models

Model ImageNet Million Million
Accuracy Mult-Adds Parameters
0.50 MobileNet-160 60.2% 76 1.32
Squeezenet 57.5% 1700 1.25

AlexNet 57.2% 720 60
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AlexNet
GooglLeNet
VGG
ResNet
DenseNet
MobileNet
Tt
R-CNN
Fast R-CNN
Faster R-CNN
SSD
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H Rl R-CNN

[0 R-CNN: regional CNN
B Region proposal generation (~2K) by selective search algorithm
B CNN feature extraction for each region proposal
B Object classification for each region with SVM
B Bounding box regression to the expected object border

Linear Regression for bounding box offsets

Bboxreg || svMs | Classify regions with
Bbox reg 15 "’ 2 SVMs
Bbox reg || SVMs
%1 ConvN For?Nard each
ot region through
ConvNet
ConvN

Warped image regions

Regions of Interest
(Rol) from a proposal
method (~2k)

Input image

* R. Girshick et al, “Rich feature hierarchies for accurate object detection and semantic segmentation”. In CVPR,
2014.



HA:#0): Fast R-CNN

[0 Extract CNN feature over input image before region proposal generation
B Run ConvNet once instead of over 2000 times for each region
[0 Replace SVM with softmax layer, which is learnt jointly with ConvNet
B No need to learn individual SVM for each object
[0 Computational bottleneck: region proposal generation by selective search

Linear +
softmax Linear | Bounding-box

regressors

Softmax

classifier

FCs Fully-connected layers

Tt N

L7 /7 /7 "RolPooling” layer

Regions of ﬁ@&i/ “conv5” feature map of image

Interest (Rols) /
from a proposal Forward whole image through
method ConvNet

ConvNet

Input image

<

* R. Girshick et al, “Fast R-CNN”. In ICCV, 2015.



H 5% Faster R-CNN

[0 Generate region proposals by region proposal network (RPN)

B ERITEREIENE|Mfeature map Lk, A—1"3x3HYslide windowi&
[ #& - Meature map

B FERAEESESPwindowsyiZscaleflaspect ratio (1:2,1:1,2:1)
“ p}9~anchors

B AEBFASEENENanchorsti— 0 (RAIRERE =) M4
> bbox regression

2k scores 4k coordinates = k anchor boxes

cls layer \ t reg layer

256-d

intermediate layer

=3

1 .
=T

sliding window
conv feature map

* X.Ren, K. He, R. Girshick and J. Sun. “Faster R-CNN: Towards Real-Time Object Detection with Region
Proposal Networks™. In NeurIPS, 2015.



B #:4#&30: Faster R-CNN

[0 Faster R-CNN = RPN + Fast R-CNN
B Jointly learn region proposal generator and object region classifer
B Better speed & Better accuracy =~ Obiectisaca Refine BB position

Object or not object BB proposal

proposals/
Region Proposal Network
feature map ”
pre-train image-net

CNN
4 /

il




Object Detection: SSD

[=] B F M region proposal and object category

B Eliminate bounding box proposals and the subsequent pixel
or feature resampling stage.

B Use multiple layers for prediction at different scales

Simple end-to-end training

I------I
_ - — — = -
rl— |1 I ———= |
= == ] | |
e N Loy : o
I|'| e B AL
Pl [ S n, .
1 i R =] i S TR U I
A=, | G A s
Tlfr ey 1
:-III—Jlll /—-—— | ' Qi .
- = +—-
Sk =5 Yioc: Alcx, cy,w, h)
conf : (c1.co. . cp)

(a) Tmage with GT boxes (b) 8 x 8 feature map (c) 4 x 4 feature map

W. Liu, D. Anguelov, D. Erhan, C. Szegedy et al., “SSD: Single Shot MultiBox Detector”. In ECCV, 2016.



Object Detection: SSD

Framework structure

Extra Feature Layers
VGG-16 r A \

———— = Classifier : Conv: 3x3x(4x(Classes+4))
\ p—
\ N N Classifier : Conv: 3x3x(6x(Classes+4))

\ \
\ \ >

———t——— ———

300
74.3mAP
59FPS

a8

SSD

Image

10
Convé Conv7 5 Conv: 3x3x(4x(Classes+4))
(FC8) (FCT)
Conv@_2

Conv8_2

38
19 19 10 5 Con{10_2 Convil_2

[
Detections:8732 per Class
‘ Non-Maximum Suppression |

|
|
|
|
|
| Conv4_3
|
|
|
|
|
|

|
|
|
|
|
|
|
|
|
|
I 3 NS
NN s12| 1024 1024 512 256 256 m L
Conv: 3x3x1024 Conv: 1x1x1024 Conv: 1x1x256 Conv: 1x1x128 Conv: 1x1x128 Conv: 1x1x128
Conv: 3x3x512-s2 Conv: 3x3x256-s2 Conv: 3x3x256-s1 Conv: 3x3x256-51

Prediction source layers from: mAP
use boundary boxes? |# Boxes
conv4_3 conv?7 conv8_2 conv9_2 convl0_2 convll_2 Yes No

v v (4 v (4 v 74.3 63.4 8732
v v (4 v (4 74.6 63.1 8764
(4 v 4 (4 73.8 68.4 8942
(4 v (4 70.7 69.2 0864
v v 64.2 64.4 9025

(4 62.4 64.0 8664

Table 3: Effects of using multiple output layers.



